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Abstract. For matrices with a well defined numerical rank in the sense that there is a large
gap in the singular value spectrum we compare three rank revealing QR algorithms and four rank
revealing LU algorithms with the singular value decomposition. The fastest algorithms are those
that construct LU factorizations using rook pivoting. For matrices with a sufficiently large gap in
the singular values all eight algorithms usually produce good lower rank approximations.
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1. Introduction. The ability to construct a matrix factorization that reveals
the rank of a matrix is useful in many applications [2, 20, 36]. There are high quality
routines, such as DGESDD and DGEQP3 in LAPACK [1] or DGEQPX and DGEQPY
in ACM Algorithm 782 [3], that construct factorizations that are rank revealing in
the sense described below. The goal of the this paper it to compare the accuracy and
efficiency of these routines and several other routines, some of which are new. We will
concentrate on matrices with well defined numerical rank in the sense that the matrix
A has a large gap in its singular value spectrum. This case is important in practice
[7, 8, 19, 42] and the results are simpler and clearer for this case. Also we focus on
dense matrices since algorithms for dense matrices are of wide importance and since
the efficiency comparisons are easier for dense matrices.

The most accurate rank revealing factorization is, of course, the singular value
decomposition which constructs a low rank approximation to a matrix A that is
as close as possible to A. However the alternative algorithms that we discuss are
faster and also provide good low rank approximations for matrices with a well defined
numerical rank that arise commonly in practice or come from commonly used random
test matrices. The fastest of the algorithms are two algorithms based on Gaussian
elimination with rook pivoting. For larger matrices these algorithms are two to ten
times faster than alternative rank revealing algorithms.

In this paper we will define the term rank revealing factorization, discuss high
quality computer routines that implement rank revealing factorizations, discuss the
efficiency of these routines, discuss the accuracy of rank revealing decompositions,
discuss counterexamples to some of the algorithms and present concluding remarks.

2. Rank revealing factorizations. The term rank revealing factorization was
introduced in [9]. Over time various definitions of the term have been used and it is
useful to characterize these. For simplicity in our presentation we will assume that A
is an m by n matrix with m ≥ n; however all the definitions and results extend easily
to the case m < n. We will let s1, s2, . . . sn represent the singular values of A. Our
first definition is general in that it applies to many types of decompositions and the
remainder are for specific decompositions.
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(2.1) A = XDY T is a rank revealing factorization of A if X ∈ R
m×m, D ∈ R

m×n,
Y ∈ R

n×n where D is diagonal with nonnegative, non-increasing diagonal entries
and X and Y are well conditioned. [16, 39].

(2.2) A = QRP T is a rank revealing QR factorization at index k if Q is orthogonal,

R =

(
R11 R12

0 R22

)
is upper triangular with R11 ∈ R

k×k, P is a permutation

matrix, ‖R22‖ = O(sk+1) and σk(R11) = O(sk) where σk indicates the kth

singular value of a matrix [5, p. 22].
(2.3) A = QT LUPT is a rank revealing LU factorization at index k if P and Q

are permutation matrices, L =

(
L11 0
L21 L22

)
is lower trapezoidal , U =

(
U11 U12

0 U22

)
is upper triangular with U11, L11 ∈ R

k×k, ‖L22U22‖ = O(sk+1)

and σk(L11U11) = O(sk) [49, p. 201].
If we add to (2.2) the additional requirement that ‖R−1

11 R12‖M is O(low order
polynomial in n) where ‖A‖M = maxij |aij | or if we add to (2.3) the conditions that
‖U−1

11 U12‖M and ‖L21L
−1
11 ‖M are O(low order polynomials in m and n) then we say

these factorizations are strong rank revealing factorizations [44, p. 5], [34, p. 849].
Here and in the remainder of the paper norms and condition numbers will refer to
the usual two norm unless we indicate otherwise as, for example, we have with the
notation ‖ ‖M . The definitions (2.2) and (2.3) only correctly reveal the rank of A if k
is chosen correctly (see [4, page 240]). We should also note that [22, p. 456] describes
rank revealing UTV factorizations where A = UTV T with U and V orthogonal and
T triangular. Although we will not discuss rank revealing UTV factorizations in this
paper the reader is referred to [22, 31].

Of these definitions we prefer (2.1) since, as we will see, it is general enough to
include (2.2) and (2.3) and the definition is independent of k.

3. High quality routines implementing rank revealing algorithms. By
high quality routines we mean code that (1) has been thoroughly tested on a large
variety of test cases (2) takes advantage of modern computer architecture including
cache memory whenever possible and (3) is written in language such as Fortran with
compilers that produce efficient code. A critical part of making effective use of cache
memory is the use of a blocked algorithm that incorporates BLAS-3 routines [1] when
possible. Two algorithms with the same operation count can differ by a factor of ten
in execution time due to differences in cache memory use. We include the criteria (3)
to facilitate a comparison of the run times. Algorithms that are implemented in an
interpreted language such as Matlab will usual be slower than tuned Fortran code.
Of course there is much good Matlab software but it does not satisfy the criteria that
we have chosen.

The routines that we will examine are:
(3.1) DGESDD from LAPACK [1]. This code implements the singular value decom-

position using BLAS-3 routines and a divide and conquer algorithm. Part of
the computation that transforms the original matrix to bidiagonal form makes
use of slower BLAS-2 as well as BLAS-3 routines [1, p. 64].

(3.2) DGEQP3 from LAPACK [1]. This code is an implementation of the QR factor-
ization with column interchanges [6, 32] due to Quintana-Orti, Sun and Bischof
[52] . Approximately half the computations are done with BLAS-3 calculations
and half with BLAS-2 calculations [4, p. 232]. The theoretical bounds on the
accuracy of this factorization for revealing rank are exponential in n but there
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is considerable empirical evidence that in practice it works well [38, page 593],
[17, p. 9.25], [31, page 589], [37, 54, 55].

(3.3) DGEQPX from ACM Algorithm 782 [3]. This is an implementation of an algo-
rithm of Chandrasekaran and Ipsen [13] by Bischof and Quintana-Orti [4]. The
principle portion of the code is based on BLAS-3 kernels. Theoretical bounds
on the accuracy of the factorization involve lower order polynomials in n.

(3.4) DGEQPY from ACM Algorithm 782 [3]. This is an implementation of an al-
gorithm of Pan and Tang [50] by Bischof and Quintana-Orti [4]. The principle
portion of the code is based on BLAS-3 kernels. Also the theoretical bounds on
the accuracy of the factorization involve lower order polynomials in n.

The above routines are publicly available through LAPACK or as an ACM algo-
rithms. We will compare the above routines with four routines which we wrote. Code
for these routines is at www.math.sjsu.edu/~foster/rankrevealingcode.html.

(3.5) DGERPF. This produces a factorization based on Gaussian elimination with
rook pivoting [2],[14],[15], [27], [30],[39, p. 159], [45] and [51]. Our implementa-
tion of rook pivoting does almost all of its computations using BLAS-3 routines.
The theoretical bounds on the accuracy of the factorization for revealing rank
are exponential in n but in practice the algorithm works much better than the
bounds suggest [39, p. 183]. See Sections 5 and 6 for additional discussion.

(3.6) DGETPF. This produces a factorization based on threshold rook pivoting [46,
47] which we will describe below. Our implementation of threshold rook piv-
oting does almost all of its computations using BLAS-3 routines. It is another
algorithm where the theoretical bounds on its accuracy involve exponentials in
n but appears to work well in practice [46, 47] and on random matrices.

(3.7) DGECPF. This is an implementation of Gaussian Elimination with complete
pivoting [33] that was created by modifying the LAPACK partial pivoting rou-
tine DGETRF. Complete pivoting requires examining every element in the un-
factored portion of the matrix at each step of elimination and cannot be written,
to our knowledge, using a blocked algorithm. Therefore we were forced to use
an unblocked algorithm. Again the theoretical bounds on the accuracy of the
factorization for revealing rank are exponential but in practice the algorithm
works much better than the bounds suggest [39, p. 183].

(3.8) LUPAN. This routine is an implementation Pan’s rank revealing LU Algorithm
3 [49], modified as described below. In our implementation of this algorithm
almost all the computations are done using BLAS-3 routines. In this case the
bounds on its accuracy involve low order polynomials in m and n.

Our rook pivoting routine DGERPF is a block implementation of rook pivoting.
The idea behind rook pivoting is to search columns and rows of the unfactored part of
the matrix until a row and column are identified where the largest magnitude element
in the row and the column are at the same location. This location is then pivoted
to the diagonal. To make effective use of cache memory most of the operations in
the algorithm should involve BLAS-3 computations. To do this we defer updating
the lower right hand corner of the factorization until nb columns have been factored
where nb is the block size in the algorithm. Columns and rows required to identify
a pivot element are generated as needed using the BLAS-2 routine DGEMV. After
nb columns and rows have been factored these factors can be used to update the
remainder of the matrix using DGEMM, a BLAS-3 routine. Theoretical results and
numerical experiments in [2],[14], [30],[39, p. 159], [45] and [51] indicate that in
practice rook pivoting needs to search O(1) (often less than 3) rows and columns to
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locate the pivot element at each of the n steps of the factorization. Therefore the above
implementation of rook pivoting will do almost all of its computations in the matrix
update portion of the calculations which is computed using BLAS-3 computations.
We should note that some of the ideas outlined here are used in the rook pivoting
code in [2] for symmetric indefinite matrices.

Threshold rook pivoting was introduced by O’Sullivan and Saunders [46, 47]. It
is an important feature for basis repair in optimization packages such as MINOS,
SQOPT, SNOPT, etc. In threshold rook pivoting a matrix element is chosen as a
pivot element only if this element is bigger by a factor f than an existing candidate
for a pivot element. The applications discussed in [46, 47] involve sparse matrices
and a choice of f ≥ 1 is made that balances the competing needs of revealing rank
and reducing fill-in. Our code is directed towards dense matrices and we choose f
to balance the competing needs of revealing rank and decreasing cache misses. We
found that a good balance was to choose f = 1 when searching columns and f = 2
when searching rows. The factor f is larger for row searches than column searches
since searching a row is more likely to provoke a cache miss than searching a column,
at least in Fortran where matrices are stored columnwise.

To describe our modification of Pan’s Algorithm 3 [49] we note that the algo-
rithm first constructs a column permutation Q of A that moves the linear independent
columns to the left and dependent columns to the right. Next among the independent
columns the algorithm constructs a row permutation P that moves the independent
rows to the top and the dependent rows to the bottom. Finally it performs a block LU
factorization of PAQ. Pan in his algorithms 1 and 2 described the use of LU factor-
izations to construct the permutations. Since we are not aware of an implementation
of Pan’s algorithms 1 or 2 in a language, such as Fortran, with an efficient compiler
we implemented algorithm 3 by using the QR based routines from ACM Algorithm
782 [3] to determine the permutations. The accuracy of the resulting code for a rank
revealing LU factorization will involve bounds that are low order polynomials in m
and n, since the algorithms in ACM Algorithm 782 [3] involve such bounds.

We should note that there are other algorithms that produce rank revealing fac-
torizations. UTV Tools [25] and UTV Expansion Pack [24] contain Matlab imple-
mentations of a variety of rank revealing QR and UTV decompositions including the
Chan/Foster rank revealing QR algorithm [9, 29], the low rank rank revealing QR
algorithm of Chan and Hansen [12], high rank rank revealing UTV algorithms of
Stewart [57, 56] and of Fierro, Vanhamme and Van Huffel [26], low rank rank reveal-
ing UTV algorithms of Fierro and Hansen [23] and rank revealing QLP algorithms
of Stewart [58] and of Huckaby and Chan [41]. We will not include these in our com-
parisons since they are implemented in Matlab. These codes can be slower, in some
cases by as much as a factor of 100 (for example for matrices with rank approximately
half the number of columns), than the Fortran implementation of the routines (3.1)-
(3.8). Another routine that constructs a rank revealing factorization is the routine
DLAQP3 [28]. It does have an efficient Fortran implementation. It is a variation of
LAPACK’s DGEQP3 that does a block factorization. We do not include DLAQP3 in
our comparison since its accuracy in identical to that of DGEQP3 as is, for high rank
matrices, its efficiency. However we note that for low rank matrices it is fastest of all
the routines that we have mentioned.

Other algorithms which are not in are comparisons are algorithms for strong rank
revealing factorizations [34, 44]. To our knowledge efficient implementations of these
algorithms are not available. In addition we should note that algorithms such as SPIT
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in [10], RANKREV in [43] and conjugate gradient least squares [5] can in some cases
be used to solve the same problems that are solved using rank revealing factorizations
[10, 43, 35]. Since these algorithms do not produce rank revealing factorizations they
are not included in our study.

4. The efficiency of rank revealing algorithms. To compare the routines
(3.1)-(3.8) we timed the code for a variety of square matrices from 100 by 100 to 5000
by 5000 and in each case calculated the effective megaflops rate which we define, for
and n × n matrix, as:

effective megaflops = (
2

3
n3)

/
(106 × run time). (4.1)

The factor ( 2

3
n3) is, approximately, the number of floating point operations (either an

addition, subtraction, division or multiplication) required by an LU factorization such
as Gaussian elimination with partial pivoting or rook pivoting. The number of flops
for a QR based algorithm is approximately twice this amount and for the SV D is
approximately four times this amount [33]. However we use the same numerator ( 2

3
n3)

for all our results so that for a fixed n each result is proportional to the reciprocal of
the run time.

It is critical to choose a good block size in blocked algorithms such as those used
in routines (3.1)-(3.6) and (3.8). Therefore for our experiments we determined the
optimal block size for each computer, for each value of n, and for each routine (except
for the SVD where we use LAPACK’s default values) by trying out all block sizes
from 1 to 100. We should note that LAPACK’s default values for larger matrices
of nb = 64 for LU algorithms and nb = 32 for QR algorithms are good, but not
necessarily optimal, values for the codes (3.2)-(3.6) and (3.8).

Finally we should note that the routines (3.1)-(3.4) have an option whether to
explicitly form the orthogonal matrices in the factorizations. Forming these orthog-
onal matrices would be needed if, for example, one explicitly wanted to construct a
low rank approximation to the matrix A. However forming these orthogonal matrices
will cause the algorithm to run more slowly, often increasing the run time by 50%
or more. To put the routines (3.1)-(3.4) in the best possible light compared to the
LU routines (3.5)-(3.8), which inherently form L and U , we choose the option in
(3.1)-(3.4) which did not explicitly form the orthogonal matrices. For example for the
singular value decomposition DGESDD in (3.1) we calculated the singular values but
not the singular vectors.

We will report timing tests for two environments: a computer with an 1.8 MHz
Intel Centrino processor, 1 Gbyte of RAM, running Windows XP and a second com-
puter with a 2.8 MHz Intel Pentium 4 processor with 1.5Gbyte RAM and running
Windows XP. Both environments used BLAS (MKL Version 8.0) supplied by Intel.
We should add that we distributed our code to students in several classes who carried
out timing tests for many other computers. The results presented here are typical of
the results for these other computers.

All the matrices in the tests generating Figure 4.1 are for random n× n matrices
with rank n − 1. This is the so-called high rank case. However it is important to
note that for the routines (3.1)-(3.8) the run times are essentially independent of the
matrix rank (there is some variation in the run time for LUPAN). For example in
tests which we won’t detail here for each of the codes (3.1)-(3.7) the variations in run
times are only a few percent for matrices with any rank (1, n/2, n, etc.). Note that
this is different than the case for the rank revealing codes in UTV Tools and UTV
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Fig. 4.1. The effective megaflop rates for the eight rank revealing routines (3.1)-(3.8). The
effective megaflop rate is defined to be 2

3
n3/(106

× run time).

Expansion Pack [25, 24] which in most cases are slower in the mid rank case than the
high or low rank cases.

From Figure 4.1 it is clear that the threshold rook pivoting code is the fastest and
normal rook pivoting a close second (within 10%). For larger matrices these codes are
faster than the best QR codes by a factor of 2.5 to 3 and are faster than LAPACK’s
singular value decomposition by a factor or 8.5 to 10. If the singular vectors are
calculated the factor can be over 50. These are substantial differences.

We should note that the times reported for the Pan’s algorithm 3 are perhaps
unfair to the algorithm. We implemented the code using QR factorizations whereas
the code described in [49] is based on an LDLT factorization and has a smaller flop
count. However the flop count for the algorithm described in [49] is larger than
the flop count of a QR factorization without accumulation of Q [49, p. 220]. Thus a
better implementation of Pan’s algorithm will move the diamonds in Figure 4.1 up but
presumably would not move them above the triangles for DGEQPX and DGEQPY
which indicate times for QR factorizations without accumulation of Q.

We should add here that in addition to timing tests for a wide variety of random
matrices such as those used in Figure 4.1 we also carried out numerous tests with
standard test matrices [39, p. 583], matrices that represent characteristic features of
ill-posed problems [35], and with matrices from a wide variety of applications at the
Matrix Market [53]. The relative times of the routines (3.1)-(3.8) that are indicated
in Figure 4.1 are consistent, approximately, with the timing tests with these other
collections of matrices. We should also note that it is possible to construct examples
where rook pivoting requires approximately as much time to locate pivot elements as
complete pivoting [30, p. 185], [39, p. 160]. Such matrices appear to be exceedingly
rare. We did not encounter any such matrices in our numerical experiments with
random matrices and matrices from practice.

Finally in this section we note that we have compared the times for the LU based
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routines (3.5)-(3.8) with Gaussian elimination with partial pivoting. This comparison
provides some feel for the relative cost of the routines implementing rank revealing LU
factorizations with the most widely used matrix factorization. As we will see in the
next section partial pivoting cannot reliably be used to reveal rank. For one computer
(Centrino processor) the times for routines (3.5) and (3.6) are within a few percent,
for larger matrices, of the times for the partial pivoting routine DGETRF. For the
other computer (Pentium 4) the routines (3.5) and (3.6) are between 70% and 95%
as fast as DGETRF for larger matrices.

5. The accuracy of rank revealing algorithms. Some important problems
that can be solved with rank revealing factorizations are (a) identifying the (numer-
ical) rank of a matrix, (b) finding a good, lower rank approximation to a matrix,
(c) construction of fundamental subspaces such as the null space or range space, and
(d) solving rank deficient least squares problems [11, 36]. We will primarily focus in
this section on problems (a) and (b). Success for problems (a) and (b) is essential to
success of the other problems.

We begin our presentation with a discussion of the determination of numerical
rank. Note that one must be careful with the term rank in the face of computer
arithmetic since rank of a matrix is a discontinuous function of the elements of a
matrix. The goal of this paper is to focus on matrices with a single large gap in
the singular values. This type matrix has a cluster of small singular values with a
well-determined gap between large and small singular values. Hansen [36, p. 2] uses
the term “rank-deficient problem” for this case. We will use the term “well defined
numerical rank” following [4, p. 227]. In many applications it is reasonable to select
the rank of a low rank approximation at this large gap and therefore we will use
the term “numerical rank” to indicate the location of the largest gap in the singular
values. We should add that if there is a large gap in the singular values at index k
but that the noise in the problem is larger than sk then it may not be appropriate
to use a numerical rank of k. In this case and in the case that there is no gap in the
singular value spectrum then the numerical rank is best chosen by L-curve analysis,
the discrepancy principle or generalized cross validation [36]. An examination of these
cases is beyond the scope of this paper.

If we have a rank revealing factorization A = XDY T of a matrix A with a well de-
fined numerical rank in the sense described above then we may estimate the numerical
rank of A by looking for k that maximizes dk/dk+1. The following theorem helps clar-
ify the relation between the numerical rank determined by an XDY decomposition
and the numerical rank determined by singular values.

Theorem 5.1. Let A be an m × n matrix with m ≥ n and with singular values
s1 ≥ s2 ≥ . . . ≥ sn ≥ 0. Let A = XDY T where X ∈ Rm×m, Y ∈ Rn×n and D is
diagonal with the diagonal entries ordered so that d1 ≥ d2 ≥ . . . ≥ dn ≥ 0. Then

1

cond(X)cond(Y )

sk

sk+1

≤ dk

dk+1

≤ cond(X)cond(Y )
sk

sk+1

(5.1)

where cond(X) = σ1(X)/σm(X) and cond(Y ) = σ1(Y )/σn(Y ).
Proof. This theorem follows from [18, p. 1976]. Here we include a short proof of

(5.1) for completeness. Note that if B ∈ Rn×n and C ∈ Rn×p then [18, p. 1977]

σn(B)σk(C) ≤ σk(BC) ≤ σ1(B)σk(C), k = 1, . . . , p. (5.2)

Since A = XDY T (5.2) implies that σm(X)σn(Y )dk ≤ sk ≤ σ1(X)σ1(Y )dk and also
that σm(X)σn(Y )dk+1 ≤ sk+1 ≤ σ1(X)σ1(Y )dk+1. Equation (5.1) follows easily.



8 L. V. FOSTER and X. LIU

If we can construct a rank revealing factorization A = XDY T then by definition
(2.1) cond(X)cond(Y ) will not be large. Consequently for matrices with a well defined
numerical rank as indicated by a single large gap in the singular values it follows from
equation (5.1) that the rank revealing factorization will have a large gap in dk/dk+1 at
the same location for which sk/sk+1 is large and the XDY factorization will identify
the same rank.

The singular value decomposition has cond(X)cond(Y ) = 1 which is optimal. To
consider other common factorizations let A = QRP T be a QR factorization of A (Q
orthogonal, R right triangular, P a permutation matrix) then

A = QRP T = QD̂R̂PT = (QPT
2 )(P2D̂PT

2 )(P2R̂PT ) = XDY T (5.3)

where D̂ = |diag(R)|, R̂ = D̂+R, X = QP T
2 , Y T = P2R̂PT , D = P2D̂PT

2 , P2 is a per-
mutation matrix chosen so that the diagonal entries in D are in non-increasing order
and D̂+ is the psuedoinverse of D̂. Similarly if A = P T LUQT is an LU factorization
of A ( P and Q permutations matrices, L unit lower triangular, U upper triangular)
then

A = PT LUQT = PT LD̂ÛQT = (PT LPT
2 )(P2D̂PT

2 )(P2ÛQT ) = XDY T (5.4)

where D̂ = |diag(U)|, Û = D̂+U , X = P T LPT
2 , Y T = P2ÛQT and D = P2D̂PT

2 . We

should add that for the identities (5.3) and (5.4) to be valid we must have R = D̂D̂+R

and U = D̂D̂+U . Although these equations are not true for an arbitrary QR or LU
factorization they are true for the factorizations produced in routines (3.2)-(3.8).

In (5.3) cond(X) = 1 but cond(Y ) = cond(R̂) ≥ 1. In (5.4) cond(X) = cond(L) ≥
1 and cond(Y ) = cond(Û) ≥ 1. Therefore R̂, L and Û need to be well conditioned
for (5.1) to imply that the XDY decomposition can be used to identify the numerical
rank of A. Algorithms used in (3.2), (3.5), and (3.7) have the property that the

corresponding matrices R̂, L and Û are triangular matrices with all the entries in
the matrix of magnitude one or less and whose diagonal entries have magnitude one.
These are the same type of matrices as the lower triangular matrices that arise when
Gaussian elimination with partial pivoting is applied to A. In principle such matrices
have bounds on their condition numbers that involves an exponential in n and the
condition numbers can be large. However a remarkable result from many years of
numerical experience is that if A arises naturally in practice or A is a random matrix
then such triangular matrices almost never have large inverses [59, p. 169]. We will
discuss the issue further in Section 6.

For the threshold rook pivoting, algorithm (3.6), O’Sullivan and Saunders [46, 47]
reached the conclusion that threshold rook pivoting successfully revealed rank when
the factor f is a small integer.

For the algorithms (3.3), (3.4) and (3.8) the theory in [13, 40, 49, 50] uses the
concept of local maximum volume, rather than analyzing the condition numbers of
X and Y , to prove that these algorithms produce rank revealing factorizations in
the sense of definitions (2.3) and (2.4). The results in [13, 40, 49, 50] show that the
coefficients in the big-O notation in (2.3) and (2.4) involve low degree polynomials in
m and n for algorithms (3.3), (3.4) and (3.8).

To illustrate the accuracy of routines (3.1)-(3.8) we will examine random matri-
ces and matrices that come from practice. The random matrices will be formed by
multiplying a diagonal matrix with specified entries by random orthogonal matrices
on the left and right. These random matrices are similar to the matrices generated
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by randsvd in Matlab’s Gallery and Higham’s Matrix Computation Toolbox [39]. For
the practical matrices we selected 14 matrices from Regularization Tools [35] and the
168 matrices in the Matrix Market [53] that are real, square and of dimension 1000
by 1000 or less – for a total of 182 examples. The Matrix Market matrices come from
a variety of applications and the matrices from regularization tools have characteris-
tic features of ill-posed problems. We used baart, deriv2, foxgood, ilaplace, phillips,
shaw, spikes, ursell, wing, and also the heat example with five different choices (1,2,3,4
and 5) of an input parameter. We selected these Regularization Tools matrices to be
200 by 200. The matrices from the Matrix Market are sparse but since the code that
we are comparing works on dense matrices we used Matlab’s full command to treat
these matrices as dense.

Figure 5.1 we picture a distribution of singular values that illustrates one of the
distributions we used in our tests with random matrices. The figure also illustrates
how well the approximate spectrums (the diagonals of the matrices D in A = XDY T )
approximate the spectrum of singular values.
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Fig. 5.1. The singular value spectrum (the *’s) and 9 approximate spectrums for a 100 by 100
matrix with a gap (=sk/sk+1) of 100 at k = 50.

In Figure 5.1 the upper left plot pictures the SVD and three rank revealing QR
algorithm, the right hand plot pictures the SVD and four rank revealing LU factoriza-
tions. Although it may be difficult to distinguish individual methods in the plots it can
be observed that the rank revealing QR algorithms provide the best approximation
to the SVD spectrum. Both the rank revealing LU and rank revealing QR algorithm
correctly identify the gap at the 50th singular value. For comparison we have also
pictured the approximate spectrums for Gaussian elimination with partial pivoting
and the QR factorization without pivoting. As the lower left corner illustrates these
algorithms fail to identify the gap and are not rank revealing for this example.

We produced approximate singular value spectrums for many thousands of ran-
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dom matrices similar to the one used in Figure 5.1 and for the 182 matrices in our
sample of matrices from practice. We kept track of the percent of time that the
approximate spectrums identified the same locations for large gaps in the spectrum
as the SVD. For the random matrices if max(sk/sk+1) and max(dk/dk+1) occur at
the same location then we say that the numerical rank estimated from the approxi-
mate spectrum matches the numerical rank determined from the SVD spectrum. The
practical examples are more challenging since a few of the matrices have spectrums
with two or more locations with significant gaps in the singular values, sometimes of
almost equal size. To partly compensate for this for the practical examples if the two
largest gaps in the approximate spectrum were at the same location as the two largest
gaps in the SVD spectrum we identified this as a match. Also for these examples we
excluded consideration of any singular values with sk/s1 < 10× (machine epsilon)
since the calculated singular values may be dominated by computer arithmetic errors
in this case. The results of some of our experiments are pictured in Figure 5.2.
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Fig. 5.2. The percent of the time that the approximate numerical rank calculated from an
XDY decomposition matches the numerical rank calculated using singular values versus the size of
the singular value gap for 4000 random matrices (upper left corner) and 182 practical examples (the
other three graphs).

In Figure 5.2 the random matrices were all 500 by 500 matrices with s1/s250 =
100, s251/s500 = 100 and s500/s501 = the specified gap. For these random matrices
the spectrums gradually decreased from singular value s1 = 1 to s250 and from s251

to s500. For each gap 100 random 500 by 500 matrices were created and the percents
listed for each gap are the percent of these 100 samples. Forty different gaps were
tested for a total of 4000 samples. For the practical samples since the sample size
is smaller the percents listed are the percent of the time that the approximate rank
matches the SVD rank for all of practical matrices with the specified gap or larger.
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The key conclusion from Figure 5.2 is that for matrices with a large enough gap
in the singular values all the rank revealing methods correctly identify the location
of the gap (or location of the largest two gaps for a few of the practical examples).
For the random matrices all the algorithms get a 100% match when the gap is ap-
proximately 100 or larger. The algorithms that are closest to the SVD are two of
the QR algorithms - algorithm (3.2) and (3.3). Three of the LU based algorithms -
rook pivoting, complete pivoting and Pan’s algorithm - are very similar in accuracy.
Threshold rook pivoting and DGEQPY are the slowest to approach 100%. In the
graph in the upper right corner it is difficult to distinguish individual methods but it
does show that all the methods are 100% accurate for matrices with larger gaps. The
bottom two graphs focus in on portions of the top right graph for selected methods.
For the practical examples the QR methods approach 100% for gaps that are at least
100 and the LU algorithms approach 100% somewhat more slowly than this.

We should add here that we needed to make a modification to DGEQPY for
these practical examples. With the default block size (32) the code DGEQPY from
[3] failed to match the SVD numerical rank for the Matrix Market matrix west0156
which has a gap of 1.3 × 105 in its singular values. For DGEQPY but not the other
methods (except for complete pivoting) we reduced the block size to one to produce
the plots for the practical matrices in Figure 5.2. We should also note that DGEQPX
and DGEQPY require the choice of an input tolerance IRCOND (see [3]). We chose
IRCOND to be s1/

√
sksk+1 where k it the location of the largest gap in the singular

values.
We now turn to the quality of the low rank approximation produced by our eight

algorithms. For simplicity of notation we will assume that the matrix A is n × n but
our conclusions and results extend to rectangular matrices. Given a rank revealing
factorization A = XDY T we can write the decomposition as

A = XDY T =
(

X1 X2

)(
D1 0
0 D2

) (
Y T

1

Y T
2

)
. (5.5)

Where D1 is k × k for 1 ≤ k ≤ n − 1, D2 is n − k × n − k and the other matrices
are of compatible sizes. A truncated XDY factorization uses the approximation Â =
X1D1Y

T
1 . We will use ÂSV D to indicate the low rank approximation produced by

the SVD and either Â or ÂXDY to indicate the low rank approximation produced by
a general rank revealing factorization.

For Â to be a good low rank approximation we require, of course, Â to be close
to A so that ‖A − Â‖ must be small. In addition it is important that Â be well
conditioned or as well conditioned as possible. For example one use of a low rank
approximation Â is to construct an approximate or regularized solution to Ax = b
by using x = Â+b [11]. Many applications require that x be of modest size [36] and

therefore that Â is well conditioned. We have the results:
Theorem 5.2. Let A = XDY T be a rank revealing decomposition of the n by n

matrix A and let Â = X1D1Y
T
1 where the n× k matrix X1, the k × k matrix D1 and

the k × n matrix Y1 are defined in (5.5). Then

sk+1

s1

≤ ‖A − Â‖
‖A‖ ≤ cond(X)cond(Y )

sk+1

s1

. (5.6)

If ρ = cond(X)cond(Y )(sk+1/sk) < 1 and cond(Â) = ||Â|| ||Â+|| then

cond(ÂSV D) − ρ

1 + ρ
≤ cond(Â) ≤ cond(ÂSV D) + ρ

1 − ρ
(5.7)
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Proof. The left hand inequality in (5.6) follows from known results [33, p. 73].

To show the right hand inequality in (5.6) note that ‖A − Â‖ = ‖X2D2Y
T
2 ‖ ≤

‖X2‖ ‖D2‖ ‖Y2‖ ≤ ‖X‖dk+1‖Y ‖. However as was shown in the proof of Theorem

5.1 dk+1 ≤ ‖X−1‖‖Y −1‖sk+1. Therefore ‖A − Â‖ ≤ cond(X)cond(Y )sk+1 and the
right hand inequality in (5.6) follows.

To show (5.7) note that Â = A−E where ‖E‖ ≤ cond(X)cond(Y )sk+1 = ρ sk. It

follows from [33, p. 428] that s1 − ρ sk ≤ σ1(Â) ≤ s1 + ρ sk and sk − ρ sk ≤ σk(Â) ≤
sk + ρ sk. Since cond(Â) = σ1(Â)/σk(Â) and cond(ÂSV D) = s1/sk the result (5.7)
follows.

The result (5.6) shows that if cond(X)cond(Y ) (sk+1/s1) is small then Â will be
close to A. Since sk+1/s1 ≤ sk+1/sk it follows that if there is a sufficiently large gap

in the singular values Â will close to A. The result (5.7) shows that if there is a gap in
the singular values of A that is sufficient large so that ρ = cond(X)cond(Y )(sk+1/sk)

is small then cond(Â) will not be large in the sense that it is almost identical to

cond(ÂSV D). Therefore Theorem 5.2 indicates that if the SVD produces a good
low rank approximation at a location corresponding to a sufficiently large gap in
the singular values then the low rank approximation produced by any rank revealing
factorization will also be good.

We should note that for QR and UTV decompositions [11, 21, 22] present results
related to Theorem 5.2 including the observation that these factorizations often pro-
duce good low rank approximations. We have not seen a theorem similar to Theorem
5.2 for the low rank approximations produced by general XDY decompositions.

It follows from Theorem 5.2 that if we have an LU factorization or a QR factor-
ization that is rank revealing in the sense of definition (2.1) then these factorizations
are rank revealing in the sense of definitions (2.2) and (2.3). We show this in the LU
case.

Corollary 5.3. For an n by n matrix A let PAQ = LU = LD̂Û where
D̂ = |diag(U)| and Û = D̂+U and write A = XDY T as in (5.4). Suppose that
the XDY T decomposition is rank revealing in the sense of definition (2.1) so that

ω = cond(X)cond(Y ) = cond(L)cond(Û) is not large. Assume that ρ = ωsk+1/sk < 1

and min(d̂i, i = 1, . . . , k) ≥ max(d̂i, i = k + 1, . . . n). Then the LU factorization is
rank revealing in the sense of definition (2.3). If cond(X) and cond(Y ) are O(low
order polynomials in m and n) the LU factorization is also a strong rank revealing
factorization.

Proof. Without loss of generality we can assume that P = I and Q = I in
(5.4). Let P2 be the permutation matrix so that D = P2D̂PT

2 has diagonal entries

non-increasing in magnitude. Partition D, D̂, X and Y consistent with (5.5). Also

partition L, U and Û consistent with (2.3). From (5.4), (5.5), (2.3) and the condition

that min(d̂i, i = 1, . . . , k) ≥ max(d̂i, i = k+1, . . . n) it follows that A−Â = X2D2Y
T
2 =

L22U22. Therefore by (5.6) ‖L22U22‖ = O(sk+1) as required in definition (2.3).
We also need to show that σk(L11U11) = O(sk). By (5.4), (5.5), (2.3) and the

condition that min(d̂i, i = 1, . . . , k) ≥ max(d̂i, i = k + 1, . . . n) it follows that

Â = X1D1Y
T
1 =

( L11

L12

)(
U11U12

)
= L

( I
0

)
D̂1

(
I 0

)
Û .

It follows by (5.2) that

σn(L)σn(Û)σk(D̂1) ≤ σk(Â) ≤ σ1(L)σ1(Û)σk(D̂1).



COMPARISON OF RANK REVEALING ALGORITHMS 13

Since L11U11 = L11D̂1Û11, by (5.2) and by Corollary 8.6.3 of [33] it follows that

σn(L)σn(Û)σk(D̂1) ≤ σk(L11U11) ≤ σ1(L)σ1(Û)σk(D̂1).

These inequalities imply that σk(Â)/ω ≤ σk(L11U11) ≤ σk(Â)ω. In the proof of

Theorem 5.2 it was shown that sk − ρ sk ≤ σk(Â) ≤ sk + ρ sk. We may conclude that
(1 − ρ)sk/ω ≤ σk(L11U11) ≤ (1 + ρ)ωsk so that σk(L11U11) = O(sk).

Finally note that the LU factorization is strong since ‖L22L
−1
11 ‖ ≤ ‖L21‖‖L−1

11 ‖ ≤
‖L‖‖L−1‖ = cond(X) and similarly ‖U−1

11 U12‖ ≤ cond(Y ).
In the case that X and Y are well conditioned and there is a sufficiently large

gap in the singular value spectrum at singular value k the requirement min(d̂i, i =

1, . . . , k) ≥ max(d̂i, i = k +1, . . . n) can be shown to be a necessary condition that the
LU factorization is rank revealing in the sense of definition (2.3).
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cond( ÂXDY )−cond(ÂSV D )

cond( ÂSV D)
versus method

co
n

d
(
Â
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Fig. 5.3. The accuracy of Â and cond(Â) for eight different rank revealing factorizations applied
to 100 random 100 by 100 matrices with large gaps in their singular value spectrums at k = 50 and
with s51 = O(machine epsilon)s1.

In Figure 5.3 we illustrate Theorem 5.2 for a sample of 100 random matrices that
are 100 by 100, have 50 singular values distributed between 1 and 0.01 following a
lognormal distribution and 50 singular values that are essentially zero (smaller than
machine epsilon which is 2.2 × 10−16 in our tests). The numerical rank was set in
each case at 50 for these matrices. All the matrices have large gaps in their singular
values (sk/sk+1 is approximately 1014) . The x’s in each column in Figure 5.3 show

||A − Â||/||A|| for all 100 test matrices for the indicated method.
At first it might appear that some of the methods are more accurate than the

SVD. However the proper interpretation of the results is that all the method are excel-
lent, producing approximations where ||A− Â||/||A|| is a modest multiple of machine
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precision. Also cond(ÂXDY ) and cond(ÂSV D) are very close for these examples. Note
the scale of 6 × 10−14 for the graph in the lower right hand corner.
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Â
||/
||A
||

Methods - 1: SVD, 2: QRP, 3: DGEQPX, 4: DGEQPY, 5: rook pivot, 6: tresh. rook pivot, 7: complete pivot., 8: Pan LU

0 2 4 6 8 10
10

−3

10
−2

10
−1

10
0

10
1

method
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Fig. 5.4. The accuracy of Â for eight different rank revealing factorizations. The top two graphs
show 100 random 500 by 500 matrices with sk/sk+1 = 105 for k = 100 (top left) and k = 400 (top
right). The bottom two graphs show 27 practical matrices with a gap in the singular values that is
at least 1000.

In Figure 5.4 we illustrate Theorem 5.2 with 500× 500 random matrices (the top
two graphs) and with our sample of practical matrices (the bottom two graphs). The
top two graphs illustrate experiments with 100 random 500 by 500 matrices with k
singular values between 1 and .01 distributed according to a log normal distribution,
sk/sk+1 = 105 and with singular values k+1 to 500 between 10−7 and 10−9 distributed
according to a log normal distribution. In the left hand graph the numerical rank k
is 100 and in the right hand graph the numerical rank is 400. In these graphs sk+1 is
small but significantly bigger than machine epsilon.

The singular value decomposition in principle provides the closest possible low
rank approximation to a matrix A and this is evident for the matrices illustrated
in the top two graphs in Figure 5.4. For these matrices for the three QR based
algorithms, methods 2, 3 and 4 in the plots, ‖A− ÂXDY ‖ is larger than ‖A− ÂSV D‖
by a factor of order of magnitude 10. For three of the LU based algorithms, methods
5, 7 and 8 in the plots, ‖A − ÂXDY ‖ is larger than ‖A − ÂSV D‖ by a factor of order

of magnitude of 100. ‖A − ÂXDY ‖ is somewhat larger than this for threshold rook
pivoting.

In Figure 5.4 the LU factorizations are generally less accurate than the QR fac-
torizations which are less accurate than the SVD. However it should be noted that
‖A − ÂXDY ‖/‖A‖ is small, smaller than 7 × 10−5, for all methods and for each of
the 100 matrices used in the top two graphs. Therefore the low rank approximations
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produced by the alternatives to the SVD may have sufficient accuracy for a particular
application.

We have carried out many other experiments with random matrices including
other distributions of the singular value spectrum, other matrix sizes, other values of
the numerical rank and random matrices with linearly dependent columns intermixed
with independent columns. The conclusions described in the preceding paragraphs
were true for all our experiments with random matrices, as long as the matrix had a
sufficiently large gap in the singular value spectrum.

The bottom two graphs in Figure 5.4 show the results when the eight rank reveal-
ing factorizations are applied to those matrices from our set of matrices from practice
that have a gap in singular spectrum of 1000 or greater. This was true for 27 of the
182 matrices in our set of practical matrices.

In these experiments with practical matrices ‖A − Â‖/‖A‖ is small for all the
matrices and all the methods, ranging between 0 (not shown on these logarithmic

plots) and 8×10−4. For all the matrices in this set ‖A−ÂXDY ‖/‖A−ÂSV D‖ was less
than 5 for the QR based algorithms and less than 22 for the LU based algorithms, if we
exclude matrices where both ‖A−ÂXDY ‖/‖A‖ and ‖A−ÂSV D‖/‖A‖ are numerically
zero (less that machine epsilon). This is somewhat better than the results for the
random matrices illustrated in the top two graphs in Figure 5.4.

Thirteen (mbeaflw, mbeacxc, mbeause, fidapm05, bcsstm01, bcsstm0, bcsstm04
and odep400b from the Matrix Market and the 5 heat examples from Regularization
Tools) of these practical matrices had low rank approximations Â that were exceed-

ingly accurate, with ‖A − Â‖/‖A‖ on order of machine epsilon for all methods. For
these 13 matrices the low rank approximation provided by any of the alternatives to
the SVD are apparently as good as those provided by the SVD. A similar conclusion
is illustrated in Figure 5.3 for random matrices.

We should add here that for all the matrices used in Figure 5.4 ÂXDY is as well
conditioned as ÂSV D. The value of cond(ÂXDY )/cond(ÂSV D) is between .9999 and
1.0001 for any method and any of the matrices used in Figure 5.4. This is consistent
with Theorem 5.2.

A key point in our above discussion is that for all the random matrices and
matrices from practice that we considered all the rank revealing algorithms produced
good lower rank approximations when there was a sufficiently large gap in the singular
values. We can illustrate this point with a concrete practical application. The heat
example for Regularization Tools [35, 36] with parameter κ = 5 and n = 200 produces
a matrix with a large gap (approximately 1016) in the singular value spectrum at
k = 199. Regularization Tools also supplies the solution x∗ for the heat problem and
the corresponding right hand side b0 = Ax∗. Suppose that the right hand side is
perturbed by noise δb of magnitude ||δb||/||b|| = .001 and assume that we would like
to recover x∗ from the perturbed system. This is a regularization problem [36] and is
inherently difficult since A is very ill conditioned. The solution x = A−1b is far from
x∗ since A is so ill conditioned.

One solution [36] to the regularization problem is to use a truncated, lower rank

approximation Â to A and let x = Â+b. For the matrix and noise level in this example
it is appropriate to choose a lower rank approximation with numerical rank 199. Since
there is a large gap in the singular values at k = 199 by Theorem 5.2 any rank revealing
factorization will produce an approximation Â that is well conditioned and is very
close to A. We therefore expect all the rank revealing methods to work well. The values
of ||x∗−x||/||x∗|| are .0128 (to three digits) for all the regularized solutions including
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the regularized solution produced by the truncated SVD. This is the same value of
||x∗−x||/||x∗|| that is calculated when x is chosen by Tikhonov regularization, another
common approach to regularization [36]. Since for this example all the methods
produce regularized solutions of equal accuracy one can choose an algorithm based
on the efficiency of the computations.

We should add at this point that when there is not a large gap in the singular
values of A then the routines (3.1)-(3.8) produce solutions that can be significantly
different and for which the more expensive SV D or QR based algorithms are often
better than the LU based algorithms.

6. Counterexamples. For the random matrices and practical matrices in Sec-
tion 5 all the rank revealing algorithms produced good lower rank approximations for
every matrix with a sufficiently large gap in its singular values. However the triangu-
lar matrices that arise in algorithms (3.2), (3.5), (3.6) and (3.7) are matrices with all
the entries in the matrix bounded (by 1 for (3.2), (3.5) and (3.7) and by 2 for (3.6))
and whose diagonal entries have magnitude one. The best bounds on the condition
numbers of such matrices involve exponentials in the matrix size [39, p. 143], [46] and
the bounds are achievable. Therefore these algorithms can fail. Examples come from
the matrix function, which constructs matrices from a set of challenging test matrices,
in Higham’s Matrix Computation Toolbox [39]. Some of these matrices have gaps in
their singular value spectrums that are 1013 or larger and these gaps are not revealed
by algorithms (3.2), (3.5), (3.6) or (3.7). With n = 100 for Higham’s kahan example
all four algorithms fail to reveal rank. For the kahan and triw examples rook pivoting,
threshold rook pivoting and complete pivoting fail to reveal rank. For the dramadah
(with parameter 2) matrix and the moler matrix the two rook pivoting algorithms fail
to reveal rank and for dramadah (with parameter 1) threshold rook pivoting fails. All
of these examples involve triangular matrices whose condition numbers grow expo-
nentially in n. In each case where an algorithm fails to reveal rank cond(X)cond(Y )
is of order 1 / (machine epsilon). These condition numbers can be easily estimated
using a condition estimator and the danger in using the algorithm to reveal rank will
not go undetected.

We can argue that matrices such as those in the last paragraph are rare. For
example Trefethen and Bau note that the lower triangular matrices L delivered by
Gaussian elimination with partial pivoting (PA = LU) almost never have large in-

verses in practice [59, p. 169]. If PAQ = LU = LD̂Û is a rook pivoting decomposition
of A then it follows easily that L is the lower triangular matrix produced by partial
pivoting applied to AQ and ÛT is the lower triangular matrix produced by partial
pivoting applied to AT PT . Trefethen and Bau’s remark therefore suggest that in prac-
tice for rook pivoting L and Û will not have large inverses and in practice examples
like those in the last paragraph must be rare.

Another indication that such examples are rare in practice comes from the ob-
servation that Gaussian elimination with partial pivoting is “utterly stable in prac-
tice” [59, p. 166]. For rook pivoting one can show that for any matrix A where

cond(X)cond(Y ) is sufficiently large then either B =
( (PA)T y

xT 1

)
or C =

( (AQ) y
xT 1

)

for suitable vectors x and y is a matrix where Gaussian elimination with partial piv-
oting will have a large growth factor (see [39, p. 165] for a definition) and will not be
stable. Since Gaussian elimination is stable in practice this again suggests that rook
pivoting will rarely fail in practice.

Higham [39, p. 183] characterizes the situation as follows: “Gaussian elimination
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with rook pivoting or complete pivoting is a scheme for computing a rank revealing
decomposition, but with the remote possibility of failing to satisfy the definition by
factors of order 2n.” This characterization is supported by our experiments in Section
5. Since rook pivoting is relatively new further experience with the algorithm would
be useful.

We should also mention here examples such as minij in Higham’s Matrix Com-
putation Toolbox [39] and Matlab’s Gallery. For this example if rook pivoting is used
to construct A = XDY T where D has diagonal entries d1 ≥ d2 ≥ . . . ≥ dn then
d1/dn = 1 whereas for n = 500, say, cond(A) = 4.06 × 105. Therefore this exam-
ple provides a counterexample to the use of d1/dn calculated by rook pivoting as a
condition estimator. We should add that this example does not have a large gap
in its singular values ( sk/sk+1 ≤ 10 for k = 1, 2, . . . , n − 1). Therefore it is not a
counterexample, like those mentioned above, for the use of an alternative to the SVD
to identify the location of large gaps in the singular value spectrum.

We have primarily focused on rook pivoting in the above discussion but the QR
algorithm with pivoting and Gaussian elimination with complete pivoting should be
at least as accurate as rook pivoting and therefore counterexamples for these algo-
rithms should also be rare in practice. For the QR factorization with pivoting this is
supported by substantial numerical experience [38, page 593], [17, p. 9.25], [31, page
589], [37, 54, 55]. For threshold rook pivoting our tests in Section 5 and the results
of [46, 47] suggest that counterexamples like those above are uncommon. Finally we
should note that counterexamples such as those discussed above are in principle not
possible for DGEQPX, DGEQPY and LUPAN.

7. Conclusions and further work. One interesting area for further work is
development of efficient algorithms to post process the LU factorization produced by
algorithms that do not guarantee, within a polynomial bound in the matrix size, to
reveal rank. The ideas of [40] and [13] were implemented [4] in an efficient manner to
post process a QR algorithm with (windowed) pivoting so that rank is revealed within
a guaranteed polynomial bound. Typically the extra work is only O(n2) operations.
Is a similar approach possible with the LU algorithms (3.5) and (3.6)? After applying
a rook pivoting algorithm to the counterexamples in Section 6 a simple scheme that
post processes the factorization by pivoting a linearly dependent column of U and of
LT to the right produces LU factorizations that accurately reveal rank. The extra
work is O(n2) operations. Is this possible to do in general?

When solving an ill-conditioned system Ax = b one can post process a solution
produced by a truncated LU factorization by a few steps of iterative refinement. We
have preliminary results suggesting that for matrices with a modest gap in the singular
value spectrum using LSQR [48] for the iteration leads to regularized solutions that
can be as good as solutions produced by the singular value decomposition.

We have used ratios of approximate singular values to identify, approximately, the
locations of large gaps in the singular values. Sharper estimates of singular values can
be made using condition estimators as, for examples, is done in the code DGEQPX
and DGEQPY. This would be worth pursuing for algorithms DGERPF, DGETPF
and DGECPF. Also it is of interest to develop sharper bounds, perhaps by using
condition estimators, than those in (5.1), (5.6) and (5.7).

Although we have focused on algorithms for dense matrices in this paper it would
be of interest to also study sparse matrices. This would complement the work in
[46, 47]. Also it would be of interest to examine additional applications.

Finally, as we indicated in Section 6, there are unanswered question relating
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to why algorithms (3.2), (3.5), (3.6) and (3.7) usually produce triangular matrices
whose inverses are not large. As we have described this is closely related to why
Gaussian elimination with partial pivoting produces such triangular matrices and
why it is numerically stable in practice. According to Higham [39, p. 168] theoretical
justification of this remains one of the major unsolved problems in numerical analysis.

In summary we have compared eight algorithms for producing rank revealing
factorizations when they are applied to matrices with a well defined numerical rank.
Our conclusions based on our theory and numerical experiments with sets of practical
matrices and random matrices are:

• For matrices with a large gap in the singular value spectrum at index k for
which sk+1/s1 is O( machine epsilon) all the methods produced excellent
lower rank approximations for our sets of random and practical matrices. See
Figure 5.3 and the discussion following Figure 5.4.

• For matrices with a sufficiently large gap in the singular value spectrum at
index k for which sk+1/s1 is larger than O(machine epsilon) the lower rank
approximations produced by the singular value decomposition were most ac-
curate, the lower rank approximations produced by the QR based algorithms
were next most accurate and the LU algorithms were the least accurate. See
Figure 5.4. If the gap is sufficiently large all the algorithms produced good
lower rank approximations for our sets of random and practical matrices.

• For the QR algorithms the QR factorization with pivoting, DGEQP3, was
most accurate and DGEQPX was a close second. See Figures 5.2 and 5.4.
DGEQPX and DGEQPY were the fastest QR algorithms. See Figure 4.1.

• For the LU algorithms rook pivoting, complete pivoting and a modification
of Pan’s algorithm 3 were approximately equal in accuracy for our sets of
random and practical matrices. Threshold rook pivoting was somewhat less
accurate. See Figures 5.2 and 5.4. The fastest algorithms were threshold rook
pivoting and rook pivoting. See Figure 4.1.

REFERENCES

[1] E. Anderson, Z. Bai, S. Bischof, L. S. Blackford, J. Demmel, J. Dongarra, J. Du Croz, S. Green-
baum, S. Hammarling, A. McKenney, and D. Sorensen. LAPACK users’ guide, third
edition. Society for Industrial and Applied Mathematics (SIAM), Philadelphia, PA, 1999.

[2] Cleve Ashcraft, Roger G. Grimes, and John G. Lewis. Accurate symmetric indefinite linear
equation solvers. SIAM J. Matrix Anal. Appl., 20(2):513–561 (electronic), 1999.

[3] Christian H. Bischof and Gregorio Quintana-Ort́ı. Algorithm 782: codes for rank-revealing QR
factorizations of dense matrices. ACM Trans. Math. Software, 24(2):254–257, 1998.

[4] Christian H. Bischof and Gregorio Quintana-Ort́ı. Computing rank-revealing QR factorizations
of dense matrices. ACM Trans. Math. Software, 24(2):226–253, 1998.
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