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We will discuss the

• FOM (full orthogonalization method),

• CG,

• GMRES (generalized minimal residual),

• BICG (bi-conjugate gradient),

• QMR (quasi-minimal residual),

• CGS (conjugate gradient squared)

• BICGSTAB (bi-conjugate gradient stabilized)

• and LSQR (least squares QR) methods

A good reference for these iterative methods is Iterative Methods for Sparse
Linear Systems, second edition, SIAM Press, 2003 by Yousef Saad. Much of
this summary is motivated by Saad’s discussion.

Suppose that we want to solve Ax = b for an n by n matrix A. All of the
above methods are related to the following approach:

0.

Let Km and Lm be two m dimensional subspaces of normal n
dimensional space. Let us approximate the solution to Ax = b
by choosing x such that x − x0 is in Km. We will write this
as x = x0 + Km. Select a particular such x so that b − Ax is
orthogonal to the space Lm.

The first four methods above can be derived by using different choices of Km

and Lm. The other methods are variants of the first four methods.
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FOM Method (A is non-symmetric)

Let Km = Km(A, r0) = Span(r0,Ar0,A
2r0, . . . ,A

m−1r0) and Lm = Km

where x0 is an initial guess to the solution to Ax = b and r0 = b−Ax0.

The subspace of the form Span(v,Av,A2v, . . . ,Am−1v) for some vector v
is called a Krylov subspace. Selection of a Krylov subspace leads to nice
algebra in all of the methods mentioned below.

The full orthogonalization method selects an orthogonal basis for Km and
uses this basis to help select x according to the Principle (0). The algorithm that
selects an orthogonal basis for a Krylov subspace is called Arnoldi’s method.

CG Method (A is symmetric)

The CG method assumes that A is symmetric. We let
Km = Km(A, r0) = span(r0,Ar0,A

2r0, . . . ,A
m−1r0) and Lm = Km. Therefore

the CG method is the FOM method applied to a symmetric matrix A.

Some details of the CG method:

We need an orthogonal basis for Km. We will construct the basis sequentially.
Suppose that v1, v2, . . . , vm is an orthogonal basis for Km and let Vm be the n
by m matrix = (v1, v2, . . . , vm).

Problem

How can we get vm+1 in Km+1 that is perpendicular to v1, v2, . . . , vm?

Solution

1 First note that since vm ∈ Span(r0,Ar0, . . . ,A
m−1r0)

then Avm is in Span(Ar0, . . . ,A
mr0) ⊂ Km+1

2. Consider the problem min
y

||Avm −Vmy||

Let um+1 = (Avm)−Vmy = the residual to the problem.

Now

(a) um+1 is in Km+1 since by (1) Avm is in Km+1

and by definition the columns of Vm are in Km ⊂ Km+1

(b) um+1 is perpendicular to v1, . . . , vm since um+1 is the residual to the
least squares problem with matrix Vm. (Recall that the residual is
perpendicular to the subspace formed by the columns of Vm.)

3. Let vm = um+1 / ||um+1||

By (a) and (b) in (2), vm+1 solves the above problem
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Theorem

If A is symmetric then the solution vector y to min
y

||(Avm) − Vmy|| has

yi = 0 for i = 1, 2, . . . ,m− 2

Proof

By normal equations, (VT
mVm)y = VT

m(Avm).

However since Vm is an orthogonal matrix,

VT
mVm = I and so y = VT

m(Avm).

Since A is symmetric,

A = AT or y = VT
m(ATvm).

Since Vm has columns v1, v2, . . . , vm

we get yi = vTi A
Tvm = (vTi A

Tvm)T = vTm(Avi).

But we chose vm to be perpendicular to Km−1.

Also vi ∈ Ki so Avi ∈ Ki+1.

Therefore as long as i+ 1 ≤ m− 1 or i ≤ m− 2,

vm is perpendicular to Av1.

Consequently yi = 0, i = 1, 2, . . . ,m− 2.

Corollary um+1 = Avm −Vmy = Avm − vm−1ym−1 − vmym

Since vm+1 = um+1 / ||um+1|| we have

4. vm+1︸ ︷︷ ︸ = 1
||um+1||

(Avm − ym vm)︸ ︷︷ ︸− 1

||um+1||
ym−1 vm−1︸ ︷︷ ︸

Equation (4) is called a 3-term recurrence relation - we can get vm+1 in
terms of just two prior vectors: vm and vm−1

Remark

CG can be implemented quite efficiently since it has a 3-term recurrence.

Remark

If A is non-symmetric there is no 3 term recurrence (the proof of (4) re-
lied critically on A = AT). Therefore the FOM method (for non-symmetric
matrices) is said to have long recurrences.

Work per step for cg

10n flops + one Ax
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GMRES (A is non-symmetric)

Let Km = Km(A1r0) = Span(r0,Ar0, . . . ,A
m−1r0)

and Lm = AKm = Span(Ar0,A
2r0, . . . ,A

mr0)

Theorem

For all vectors of the form x = x0 + Km, GMRES selects the one with
||r|| = ||b−Ax|| minimal.

Proof

Let v1, . . . , vm be an orthogonal basis for Km and Vm = (v1, v2, . . . , vm).

Then any x ∈ Km can be written as x = Vm y.

Therefore r = b−Ax = b−A(x0 +Vm y) = (b−Ax0)−AVmy =
r0 −AVmy or r = r0 − By with B = (AVm) and
min ||r|| = min ||r0 − By||.

Therefore (by least squares geometry) r is perpendicular to the subspace
formed by the columns of B.

But columns of B are Av1,Av2, . . . ,Avm.

Since v1, v2, . . . , vm ∈ Km = Span(r0, . . . ,A
m−1r0)

then Av1,Av2, . . . ,Avm ∈ Span(Ar0,A
2r0, . . . ,A

mr0) = Lm.

Therefore b−Ax is perpendicular to Lm

Remark

The usual implementation of GMRES constructs an orthogonal basis for
Km. If A is non-symmetric there are not short recurrences to generate this
basis. The GMRES method has long recurrences.

Corollary

The amount of work per step for GMRES increases as m increases.

Work per step at step i

4(i+ 1)n flops + one Ax

GMRES(m)

As the number of steps increase for GMRES the work per step can become
prohibitive. The GMRES(m) idea is, after m steps, to simply start GMRES
over again with the current x as the new x0
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BICG (A is non-symmetric)

Let Km = Span(r0,Ar0, . . . ,A
m−1r0) and Lm = Span(r0,A

Tr0, . . . , (A
T)m−1r0)

–
In implementing the method with this Km and Lm

it is particularly convenient to construct a basis (v1, . . . , vm) for Km

and another basis (w1, . . . , wm) for Lm

such that for i ̸= j, vTj wi = 0,
but the v’s are not orthogonal
and the w’s are also not orthogonal.

Such a pair of sequences is called bi-orthogonal. The usual method of con-
structing the bi-orthogonal basis is called the Lanczos method.

Remark

The bi-orthogonal sequence can be constructed with 3-term recurrences.
However, “breakdown” (for example a division by 0 in the algorithm) or con-
vergence difficulties are more likely.

Work per step

14n flops + one A and one ATx

QMR

Using the basis generated by BICG, one can show that

||b−Ax|| = ||Vm+1(βe1 − Tmy)||

where e1 = (1, 0, . . . , 0)T, β = scalar, Tm is tridiagonal and Vm+1 is the matrix
formed by the basis vectors for Km+1 in the Lanczos process.

If Vm+1 were orthogonal, then

||b−Ax|| = ||βe1 − Tmy||

This last problem can be solved efficiently since Tm is tridiagonal.

Since Vm+1 is not orthogonal,
we are not truly minimizing ||b−Ax|| if we minimize ||βe1 − Tmy||.

Therefore if we minimize ||βe1 − Tmy||
we get a quasi-minimal residual (QMR).

The advantage of QMR is that we get a 3-term recurrance and an efficient
algorithm. A disadvantage is that we are not truly minimizing the residual
b−Ax of the original problem.

Work per step

24n flops + one Ax + one ATx
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CGS

Note that BICG requires multiplying by both A and AT, and for some
applications this is not desirable.

Looking at the relationships and formulas in BICG it is possible to develop
a method similar to BICG except that at each step, rather than multiplying by
A and AT, we multiply by A twice. This is the idea of the CGS method.

The method is often faster (about twice?) than BICG, but is more sensitive
to rounding errors, and for some examples has erratic convergence.

Work per step

16n flops + two Ax products

BICGSTAB

This method again begins with BICG and looks for ways to avoid the use of
AT. In this case a modification of BICG is developed that has a free parameter
which is chosen with the intent of reducing the likelihood of erratic convergence
that is sometimes exhibited by BICG.

Work per step

20n flops + two Ax products

LSQR

To solve Ax = b for a nonsymmetric square matrix or to solve the least
squares problem min ||b − Ax|| for a rectangular matris A one can solve the
normal equations

ATAx = Bx = c = AT b.

B = ATA is symmetric positive definite (assuming that the column of A are
linearly independent) and thus one can solve the normal equations using the
conjugate gradient method (sometimes this is called the CGNE method). How-
ever, there is a critical difference between solving the normal equations and
working with Ax = b (for a square A) directly:

cond(B) = cond(ATA) = [cond(A)]
2

where the condition numbers are calculated using the usual two or Euclidean
norm. This leads to two important problems:

1. Computer arithmetic errors can be larger

2. the convergence rate of the iterative method can be slower.

To overcome, in part, these difficulties with CGNE, the LSQR method works
directly on A rather than ATA. In addition, if A is sufficiently ill-conditioned,
LSQR assumes that A is exactly singular and find the solution to min||B−Ax||
with ||x|| minimal. These features make LSQR one of the most robust method
for singular or nearly singular systems.
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Work per step

16n flops + Ax and ATx products

Remark

All the methods based on the BICG (or Lanczos) process can encounter
breakdown where the algorithm cannot be continued, generally due to division
by 0. CG for s.p.d. matrices or GMRES for a non-symmetric matrix will not,
in exact arithmetic, encounter breakdown prior to solving the problem, but
can have trouble due to rounding errors. If no breakdown occurs, each of the
methods (except GMRES(m) with m < n) will converge in exact arithmetic in
n or fewer steps.

7


